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Construction Site Image Classification

The Challenge

Fig 1 (a) Fig 1 (b)
Image of a construction site without 
reincorced steel

Image of a construction site with 
reincorced steel

On 29th & 30th July 2019 we
welcomed 100 Data Analysts and
Project Delivery Professionals to
the Microsoft Reactor for a jam-
packed weekend of: 

11 real world challenges 
7 masterclasses
Networking
Prizes

Plus lots of great 
food, drinks and fun!

29th & 30th June 2019

Every day the construction managers at Sir
Robert McAlpine collect diary images to be used
as a record of the building site work currently
being undertaken. Over time, hundreds of 

The Project Data Analytics
Community aims to bring together
some of the best minds in the
industry to educate, challenge and
ultimately change the face of project
delivery. To this end we want to
share some of the best teams output
from Project:Hack 3.0

thousands of images are collected and the construction management team
needs a quick and accurate way to identify specific images that they want to
reference in the future, eg
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Within Sir Robert McAlpine we have a vast array of material within our site diaries, but this
information is under-exploited. By unlocking the ability to auto-classify the content of images we will

remove the need for manual searching and indexing of tens of thousands of images. It opens up
new capabilities and conversations with further potential to improve productivity in construction.

Author: Matthias Pilz



We identified that there was clearly a technical side and a coordination side to the project and each of us aligned
ourselves with one side or the other, with some people contributing to both areas. The technical teams discussed
tools and technologies before working to enhance a model that Matthias had worked on the day before the
hackathon. The co-ordination team prepared an initial outline of the presentation document leaving placeholders for
each team member to add their contribution. Simultaneously the model was run and continuously improved while the
presentation was enhanced with the findings and the details of technologies employed. The co-ordination team
referred constantly to the presentation requirements and made sure that all of the key points were addressed by at
least one team member. Two hours before the presentation, we ran through our presentation to refine and perfect
the delivery before presenting it to the judging panel.

Technical detail

The main method used to tackle the task of image
classification was transfer learning - we used Tensorflow
and Keras libraries for the task. Transfer learning uses a
neural network that was trained for a different task. This
neural network consists of a vast number of layers, where
each layer learns something new about the images. We
tried several pre-trained neural networks, but concluded
that MobileNetV2 provided the most accurate results for
our application.
 

To retrain this model to our specific task, the final few
layers were discarded and new layers were added (one
convolution layer, and one dense layer).

Before training, the data was split into two: training data
(what the model uses to learn) and validation data (the
model will be tested with this to check its accuracy).
However, there were roughly 18,000 images categorised
as “not reinforced steel bars”, and only 1,000 categorised
as “reinforced steel bars”. To create a balanced dataset,
approximately 1000 images were randomly selected from
the “not steel bars” category. As this was a relatively small
dataset, we increased the number of images using image
augmentation. This created transformations of the original
images (such as rotations, translations and scaling) to
generalise the network considering position, scale, and
shear.

Fig 2 Screenshot of the transfer learning and
training process.
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After introducing ourselves to one another we identified the skills that each of us had and what area we wanted to
employ those skills. We made sure that everyone had access to the project documentation, the image data and most
importantly the collaborative document working spaces used to process and record our work. Together we reviewed
the key documents on a shared screen and discussed them to make sure that we all had the same understanding of
what data we had and what we were being asked to deliver.

How we tackled the problem
By Matthias Pilz

Team: Raise the Bar



How you could expand it to cover other types of images
The proposed model classifies two categories of images (binary classification) with a high accuracy which shows the
capability of deep learning to be used for real-world challenging problems. The network can be expanded to classify
additional materials in a construction site. Simply, changing the final layer of the network to a softmax function with
multiple output (number of classes) and retraining the network can solve the multiple classes problem. However,
balance and quality of the dataset must be considered to achieve accurate results. In addition to classification,
different materials can be localised by deep learning models in each site considering different annotation techniques
like bounding boxes and segmentations.

How the model could be enhanced into a production solution
This project demonstrated a practical solution for classifying construction sites with/without reinforced steel bars.
However, the following factors are necessary to be considered in order to ensure the model performance as a
product:
Data: To get into a practical solution, it is essential to use large amounts of data. In fact, using more than one
hundred thousand images for each class will generalise the network and minimise the network bias for the task.
Generate more data: Most of the time, data collection process is time consuming and costly. Use of autoencoders
and Generative Adversarial Networks (GANs) can be helpful to generate more data artificially and train a model.
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Besides the number of trainable
parameters, other factors such as
batch size, image resolution, loss
function and optimizer configurations
affect the model accuracy
significantly. We considered the
limitation of time during the hackathon
for training multiple models as well as
the hardware limitations (one device
with CPU only and one device and
one GPU 1080 6GB Memory) to
select an optimal batch size and
optimizer.

Even though the network has 471,329 trainable parameters, a good accuracy of 91.7% was achieved on the
validation set. Figure 2 presents the model performance over 100 epochs for both training and validation sets.

Fig 3 Model performance on training and validation set.

Results

Visualisation: After training a model, the network must be
visualised to identify the network behaviour for each class.
Very often, deep learning models can have an irrelevant bias
which should be identified and resolved by data
augmentation techniques.
Speed optimisation: There are several techniques to
optimise a model speed which must be considered before
getting to a production level. For a practical application, we
may need to sacrifice a little bit of accuracy for better speed
if you want to run the model on a mobile phone.


